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Abstract

We evaluate the empirical validity of the compound option framework. In a model where corporate

securities are options on a firm’s assets, option contracts on these can be viewed as options on options,

or compound options. We estimate a model with priced asset variance risk and find that it jointly

explains the level and time variation of both equity index (SPX) and credit index (CDX) option prices

well out-of-sample. This suggests that the two options markets are priced consistently, contrary to

recent findings. We show that variance risk is important for establishing pricing consistency between

equity, credit, and related derivatives.
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1 Introduction

Option pricing theory, which emerged in the seventies, not only spawned a new field of research on

derivatives pricing but also a new approach to valuing corporate securities. Set forth by Merton

(1974), structural credit risk models view corporate securities as option contracts on the issuing

firm’s assets. Equity securities can be thought of as a call option on the firms assets whereas debt

securities as a zero-coupon bond minus a put option. By extending this idea, an option contract

written on corporate securities, such as an equity option, can be viewed as an option on an option,

or a compound option (Geske, 1979).

While the compound option pricing framework is intuitive and appealing, to date, its empirical

performance has not been studied in much depth.1 This is likely a result of the poor performance

documented in tests of the simpler Black and Scholes (1973) model and the perceived complex-

ity of implementing a more structural model.2 Since, the empirical option literature has, to a

large degree, focused on modeling the joint dynamics of the underlying and the derivative prices

(and what they imply about risk premia) by exogenously specifying the underlying process.3 For

instance, when equity options are examined, the equity price dynamics are taken as given; its

dynamics are not derived from those of the firm’s assets as they would be in a structural credit

model.

Now, half a century later, the two literatures on credit and options remain largely separate.

This may well be because structural credit risk models have struggled to consistently account for

equity and debt securities in the first place. The literature has until recently battled with the

credit spread puzzle – variants of the Merton model have had difficulty in generating sufficiently

high credit spreads when calibrated to historical default rates, leverage ratios, and equity volatility.

1Exceptions include Toft and Prucyk (1997), Geske and Subrahmanyam (2016), Maglione (2021).

2See e.g. Black and Scholes (1972).

3See Bates (2003) for a survey of the empirical option pricing literature.
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Recent advances in credit models spurred by this puzzle, as well as more recent work in the options

literature, suggest a role for a variance risk premium. Taking this idea as a starting point, we

attempt to reconnect the two literatures, which share a common theoretical foundation.

To do so, we evaluate the empirical validity of the compound pricing framework. Specifically,

we estimate a structural credit model using credit and equity market data and ask if the model

is able to predict option prices “out-of-sample.” In this way, our exercise is both challenging

and unusual: tests in the empirical option literature are mostly executed “in-sample,” meaning

that both the underlying and option prices are inputs to the estimation.4 In contrast, typical

empirical studies on structural credit risk models are conducted out-of-sample but have been

limited to predicting prices in credit markets contemporaneously out-of-sample using equity data.

We consider an exercise similar in spirit, but with an application to option markets. The challenge

for our model is thus to consistently price equity, corporate debt and two derivative products.

To implement this exercise, we adopt a structural credit model with priced variance risk.

This is a natural modeling choice, considering developments in the two literatures. In the credit

literature, Du, Elkamhi, and Ericsson (2019) show that a credit model with a time-varying variance

risk premium significantly improves a model’s ability to predict credit spread levels.5 In parallel,

in the options literature, the observation that implied volatilities tend to be systematically higher

than realized volatilities can be explained by the presence of a negative variance risk premium

(see, e.g., Bollerslev, Tauchen, and Zhou, 2009; Carr and Wu, 2009; Todorov, 2010).

Although our model allows for idiosyncratic volatility and asset value jumps, we assume, for

parsimony, that aggregate unlevered asset return and variance shocks are the only two sources of

4A few papers have examined equity options using equity data in an out-of-sample fashion. See, Black and
Scholes (1972), Boyle and Ananthanarayanan (1977), Butler and Schachter (1986), Amin and Ng (1993), Bates
(1996), and Härdle and Hafner (2000).

5In related work, Chen, Collin-Dufresne, and Goldstein (2009) show that a model with habit formation helps
explain risk premia in both equity and credit markets. The key mechanism their model relies on to do so is
time-variation in Sharpe Ratios. Our setting shares this feature although it arises from a different modeling choice.
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priced risk in our economy. Hence, financial instruments such as the equity index, credit protection

index, and equity/credit index options derive their risk premia from these two sources. However,

each instrument has exposure to its own specific states of the world, and hence differs in its loading

on the common sources of risk. As a result, while sources of risk are shared across markets, each

instrument is priced quite differently.

We estimate our model using physical equity index (S&P 500) volatility and a panel of invest-

ment grade CDX index spreads as sole inputs. The model fits both of these very well in-sample.

We then examine the ability of the model to price equity index options out-of-sample. The model

performs well in predicting average at-the-money volatility term structures, with a slight underes-

timation for one month options. In the time-series, the model also performs very well: correlations

between data and model volatilities are higher than 80% across the board. This performance is

not merely an artefact of having fitted the physical volatility perfectly. The correlation between

data and model volatility premia are in the range of 55 % to 80% depending on option expirations.

The performance of the model for out-of-the money calls is equally good on average and in the

time series. However, the model underestimates out-of-the-money put volatilities, in particular

for one month contracts. Nevertheless, it still tracks their time series changes well.

Options on debt securities can also be viewed as compound options on the firm’s assets. As

an additional out-of-sample exercise, we consider our model’s performance in pricing credit spread

options, more specifically CDX swaptions. These are relatively new products which have gained

popularity since the 2008-2009 financial crisis. Our model reveals a slight tendency to overestimate

shorter-term swaption volatility. The time series performance is not as good as for equity options,

with model vs data correlations in the range of 30% to 53%. This is mainly the result of model

implied volatilities being too volatile, in particular for shorter-term swaptions.

These findings are interesting in light of recent work suggesting that CDX and SPX options

markets are not very well integrated (Collin-Dufresne, Junge, and Trolle, 2021). In particular they
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find that CDX implied volatilities are significantly higher in the data compared to their model.

We do not. Although our models are similar in structure, our implementation approaches differ.

We do not use any option price information in the estimation. We estimate our model using only

term structures of CDX spreads and physical SPX volatility. More importantly, we rely on priced

asset variance risk, while they work with priced systematic asset value jumps.

To understand the difference in performance, we compare the equity price and credit spread

distributions at option expiration. In a nested special case of our model similar to Collin-Dufresne,

Junge, and Trolle (2021) without stochastic asset risk, we find that the credit spread distribution

has lower standard deviation and that the model relies more on tails and skewness to match equity

volatility and credit spreads. The higher spread volatility in our model arises from a combination

of effects. First, stochastic asset volatility, in particular with the estimated negative relationship

between asset values and variance, increases credit spread volatility. Second, financial leverage

amplifies the economic significance of this negative correlation. Third, the time-variation in the

variance risk premium further increases credit spread volatility.6 So while our lower time series

correlations between model and data volatilities could be interpreted as consistent with imperfect

integration, we do not find a supporting significant bias in volatility levels.

The compound option pricing framework requires broad pricing consistency between equity

and debt securities as well as their derivative contracts, as all their dynamics arise endogenously

from firms’ asset dynamics. In this sense, our study relates to the macro-finance literature. A key

distinction is how the firm’s asset dynamics are obtained: in macro models, the asset dynamics

are endogenously derived from the interplay between macroeconomic fluctuations and investors’

preferences. That said, our exercise can serve as a stepping stone towards a richer macro-finance

6Although variance risk only has a short horizon to impact asset values and credit spreads, it still plays an
important role for short term credit options since the underlying (longer term) default swap spread level is critically
related to the variance risk premium. This risk premium is in turn related to the level of volatility and is amplified by
financial leverage. While the value of default insurance depends disproportionally on the risk-adjusted probability
of a tail event, the SPX level is exposed to a broader set of states and hence less sensitive to the variance risk
premium in the short term.
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model that can jointly explain several asset markets.7

Our work also relates to other recent work on linkages between credit and equity derivative

markets. Cremers, Driessen, and Maenhout (2008) use equity index and option prices to imply

jump risk premia in order to predict credit spreads. Collin-Dufresne, Goldstein, and Yang (2012)

use a model fitted to long-dated equity index options and CDX index term structures to value

tranches of collateralized debt obligations out-of-sample. Culp, Nozawa, and Veronesi (2018) use

index option prices to imply credit spreads in a model-free setting. All of these papers have in

common that they price corporate credit out-of-sample using a model estimated on data from other

markets. We work in the opposite direction, using equity and credit prices to value derivatives.

However there is little tradition of such out-of-sample exercises in the options literature. Our

contribution in this respect is to show that a compound option pricing model, estimated using

credit market data and index physical volatility, performs very well in explaining equity index

option prices out-of-sample. A second contribution is to show that the performance for the same

model, estimated in the exact same way, for valuing credit index spread options is promising in

that it captures option-implied volatility levels quite well, although its time series performance is

not as good as for equity index options.

The paper is organized as follows. Section 2 describes our model, and Section 3 details the data

and estimation procedure. Section 4 presents the results of our model estimation both in-sample

and out-of-sample, and Section 5 discusses the implications of our results. Section 6 concludes.

7Since the emergence of the equity premium puzzle documented by Mehra and Prescott (1985), various mech-
anisms have been proposed to reconcile the equity market with macroeconomic fluctuations (see Cochrane, 2017).
In empirical tests of different macro-finance models, researchers now turn to cross-market evidence, examining
whether these models can explain asset markets beyond the stock market, such as credit and options markets.
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2 Model

In this section, we develop a structural credit risk model which allows us to consistently price

equity, credit, and associated derivative contracts from the ground up. First, we introduce the

asset dynamics for individual firms (Section 2.1). Based on the specified asset dynamics, we

derive the values of each firm’s debt and equity. The pricing of a credit default swap (CDS) is also

discussed (Section 2.2). We then construct the equity and credit indices and calculate the prices

of their option contracts (Section 2.3).

2.1 Asset Value and Variance Dynamics

We consider a cross-section of firms j ∈ [1, . . . , N ] whose dynamics are driven by the systematic

asset component Amt as well as two types of idiosyncratic shocks:

dAjt

Ajt
=

dAmt
Amt

+ σεdW
j
ε,t +

(
eZ

j
t − 1

)
dJ jt − λjνjdt, (1)

where W j
ε,t is a standard Brownian motion and N j

t is a Poisson process with constant intensity λj.

Conditional on the occurrence of a jump at time t, the asset value Ajt− jumps to Ajt+ = Ajt−e
Zjt .

The jump compensator is denoted as νj = E
[
eZ

j
t − 1

]
. The time-invariant distribution of jump

size random variable Zj
t is assumed to be normal: Zj

t ∼ N(zj, γ
2
j ).

While both types of idiosyncratic shocks are iid with constant volatility (σε) and constant jump

intensity (λj), we assume that the systematic component features stochastic volatility.8 As in Du,

Elkamhi, and Ericsson (2019), under the physical measure P, the dynamics of the systematic

asset component Amt and its stochastic variance Vt are characterized by the following stochastic

8It is straightforward to allow for stochastic idiosyncratic volatility or stochastic idiosyncratic jump intensity.
However, this would increase the complexity of the estimation strategy by adding more state variables to filter
over time and more structural parameters to estimate. To maintain parsimony, we assume constant volatility and
constant jump intensity for the idiosyncratic component.
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differential equations:

dAmt
Amt

= (µt − q) dt+
√
Vt

(
ρdW2,t +

√
1− ρ2dW1,t

)
,

dVt = κ(θ − Vt)dt+ σ
√
VtdW2,t, (2)

where W1,t and W2,t are standard Brownian motions that are independent of each other and of

W j
ε,t for all j. We define µt as the expected return on the unlevered “market” and q as the payout

rate. The asset variance Vt follows a square-root process where κ, θ, and σ represent the mean-

reversion speed, long-run mean, and volatility. Lastly, the coefficient ρ captures the instantaneous

correlation between systematic asset value uncertainty (ρW2 +
√

1− ρ2W1) and systematic asset

variance uncertainty (W2).

In our model, the two systematic Brownian shocks are priced and generate premiums. We

specify their market prices of risk so that their dynamics under the risk-neutral measure Q follow:

dW1,t = dWQ
1,t − ξD

√
Vtdt,

dW2,t = dWQ
2,t − ξV

√
Vtdt,

where WQ
1,t and WQ

2,t are standard Brownian motions under the risk-neutral measure. Under this

specification, the risk-neutral dynamics of Amt and Vt can be expressed as:

dAmt
Amt

= (r − q) dt+
√
Vt

(
ρdWQ

2,t +
√

1− ρ2dWQ
1,t

)
,

dVt = κ∗(θ∗ − Vt)dt+ σ
√
VtdW

Q
2,t,

where κ∗ = κ + σξV and θ∗ = κθ/κ∗. Consequently, the asset risk premium, which is the gap
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between the expected asset return µt and the risk-free rate r, is determined as

µt − r =
(√

1− ρ2ξD + ρξV

)
Vt. (3)

As is clear in equation (3), the asset risk premium compensates for W1,t via ξD and W2,t via ξV . To

generate a positive risk premium associated with the first Brownian motion, ξD should be positive.

In contrast, the “correct” sign of ξV depends on the sign of ρ. Under a typical setup where ρ is

negative (i.e., asymmetric dependence between asset return and volatility), ξV should be negative

to generate a positive risk premium associated with the second Brownian motion. We calculate

the asset return Sharpe ratio as:

SRj
t =

µt − r√
Vt + σ2

ε + λj
(
z2
j + γ2

j

) . (4)

2.2 Pricing Equity and Credit

Following Leland (1994), we assume that each firm issues consol bonds. Firm j declares bankruptcy

when the firm’s asset value falls below a certain threshold AjD. In other words, the timing of the

firm’s default τ j is modeled as the first passage time at which the asset value Ajt in equation (1)

hits the default boundary AjD:

τj = inf{s ≥ t|Ajt = AjD}.

To solve our model, we require the risk-neutral distribution of τ j for each pair (Ajt , Vt). We adopt

the simulation approach in Du, Elkamhi, and Ericsson (2019) and approximate the functional

form of the distribution using two-dimensional Chebyshev polynomials. This numerical procedure

allows us to calculate the two key quantities that depend on the distribution of τ j: (i) the present

value of a dollar received at default P j
D(Ajt , Vt) = EQ

t

[
e−r(τ

j−t)
]

and (ii) the cumulative risk-neutral

default probability Gj(Ajt , Vt;T ) = EQ
t [1τ j≤T ] over the next T years. Equipped with these two

8
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model quantities, we are able to price the firm’s debt and equity securities as well as their derivative

contracts.

To begin, we calculate the firm’s debt value Dj as the present value of future coupon payments

plus the recovery value of the firm upon default:

Dj(Ajt , Vt) =
cj

r
+

[
(1− αj)AjD −

cj

r

]
pjD(Ajt , Vt),

where cj is the coupon rate and αj is the liquidation cost. With leverage, the firm value F j
t

can deviate from its unlevered counterpart Ajt due to two reasons. First, the firm can enjoy tax

benefits arising from the firm’s debt. If the tax rate is ζj, the present value of future tax shields

is ζjcj

r

[
1− pjD(Ajt , Vt)

]
. However, this benefit comes with a cost. The debt exposes the firm to

the risk of default, which may then incur financial distress costs. The present value of future

bankruptcy costs is αjAjDp
j
D(Ajt , Vt). Hence, the levered firm value is given by

F j(Ajt , Vt) = Ajt +
ζjcj

r

[
1− pjD(Ajt , Vt)

]
− αjAjDp

j
D(Ajt , Vt). (5)

Since the firm’s equity is a residual claim, its value Ej is calculated as the difference between the

firm value (F j) and the debt value (Dj):

Ej(Ajt , Vt) = F j(Ajt , Vt)−Dj(Ajt , Vt)

= Ajt −
(1− ζj)cj

r
+

[
(1− ζj)c

j

r
− AjD

]
pjD(Ajt , Vt). (6)

Lastly, we consider the pricing of a CDS contract, which insures against the firm’s potential

default in the future. A CDS contract involves two parties: the protection buyer and the protection

seller. The protection buyer makes quarterly premium payments to the protection seller until the

maturity of the contract or until the firm’s default. When the running spread paid by the buyer
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is 1 basis point (bp) per annum, the present value of future premiums (or premium leg) is called

the risky PV01 and is computed in our model as:

RPV01j(Ajt , Vt;T ) = 0.0001×
4T∑
i=1

e−r(ti−t)
[
1−G(Ajt , Vt; ti)

]
/4,

where T is the maturity of the given CDS contract and {t1, t2, · · · t4T} denote quarterly premium

payment dates. If the running spread is, for example, 100 bp, the premium leg is simply obtained

as 100 × RPV01jt . In exchange for paying insurance premiums, the protection buyer acquires a

contingent claim. In the event of the firm’s default, the protection seller has an obligation to buy

the defaulted bond at par from the protection buyer, making up the loss from the default. The

present value of a contingent protection payment (or protection leg) is computed as:

ProtLegj(Ajt , Vt;T ) = (1−Rj)
4T∑
i=1

e−r(ti−t)
[
G(Ajt , Vt; ti)−G(Ajt , Vt; ti−1)

]
.

Here, Rj represents the recovery rate, which is measured as a fraction of the CDS notional value.

Under a Standard North American Contract (SNAC), which was introduced in 2009, the

running spread for an investment-grade entity is fixed at 100 bp. Hence, the market pricing is

reflected in the upfront fee, which is paid by the protection buyer to the protection seller at the

beginning of the contract. The fair-market upfront fee U j
t is determined so that the contract is

even for both parties, namely U j
t + 100× RPV01jt = ProtLegjt . Therefore, U j

t is determined as

U j(Ajt , Vt;T ) = ProtLegj(Ajt , Vt;T )− 100× RPV01j(Ajt , Vt;T ). (7)

In contast, a traditional/non-standardized CDS contract trades on a full-running-spread basis with

a zero upfront fee. By definition, the CDS spread Sjt refers to the fair market spread that equates
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the premium leg (Sjt × RPV01jt) with the protection leg (ProtLegjt) in such a contract:

Sj(Ajt , Vt;T ) =
ProtLegj(Ajt , Vt;T )

RPV01j(Ajt , Vt;T )
. (8)

In sum, the upfront fee U j
t and the CDS spread Sjt are based on two different trading/quoting

conventions that are equivalent. In fact, combining equations (7) and (8) results in a simple

relation U j
t =

[
Sjt − 100

]
× RPV01jt .

2.3 Equity and Credit Index Options

We now turn to the pricing of options written on equity and debt securities. In our analysis, we

focus on index options, as they actively trade with high liquidity for a wide moneyness range.

For equity index options, we use call and put option contracts on the S&P 500 (in short, SPX).

For bond index options, we exploit payer and receiver swaption contracts on the CDX North

American Investment Grade Index (in short, CDX). As shown in Chen, Doshi, and Seo (2021),

these credit index swaptions are equivalent to call and put options on the synthetic corporate bond

index consisting of 5-year floating rate notes. In this section, we discuss the pricing of these index

options under our model framework. Further details about the data are provided in Section 3.1.

By applying Itô’s lemma to equation (6), each firm’s equity dynamics are derived as:

dEj
t

Ej
t

= µjE,tdt+
Ajt

Ej
t

∂Ej
t

∂Ajt

√
Vt

(
ρdW2,t +

√
1− ρ2dW1,t

)
+ σ

1

Ej
t

∂Ej
t

∂Vt

√
VtdW2,t + σjε

Ajt

Ej
t

∂Ej
t

∂Ajt
dW j

ε,t +

[
Ej
(
Ajt+ , Vt

)
Ej(Ajt− , Vt)

− 1

]
dJ jt ,

where µjE,t is the instantaneous equity return. The last term is induced by idiosyncratic jumps in

Ajt . We define the equity index EI
t so that its return is determined as the average equity return
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across N firms:

dEI
t

EI
t

=
1

N

N∑
j=1

dEj

Ej
(Ajt , Vt). (9)

Based on this definition, we derive the expression for the equity index volatility in Appendix A.

The pricing relation implies that the prices of call and put options on the equity index equal:

V Call

E,t = EQ
t

[
e−rT̄ max

(
EI
t+T̄ −K, 0

)]
,

V Put

E,t = EQ
t

[
e−rT̄ max

(
K − EI

t+T̄ , 0
)]
, (10)

where T̄ and K are the maturity and the strike of the options.

The CDX tracks an equally-weighted basket of investment-grade single-name CDS contracts.

Hence, the quoted upfront fee for the CDX should be identical to the average of the upfront fees

for the underlying contracts. Similarly, the CDX spread should be identical to the average of the

CDS spreads of the underlying contracts.9 Consistent with this, we define the credit index both

in terms of the upfront fee and the average CDS spread:

U I
t =

1

N

N∑
j=1

U j(Ajt , Vt;T ) and SIt =
1

N

N∑
j=1

Sj(Ajt , Vt;T ). (11)

With a slight abuse of notation, we now let T̄ and K denote the maturity and the strike of

payer and receiver swaptions on the credit index. Provided that no firms in the index default by

the option maturity, these swaptions are equivalent to call and put options written on the future

index upfront fee U I
t+T̄

. However, if defaults occur before the option maturity, their payoffs deviate

9Theoretically, these relations should always hold by no arbitrage. Empirically, however, the CDX can deviate
from the underlying average because of the gap in liquidity. Unlike the SPX, the CDX trades as a separate product,
independent of the underlying contracts. While the CDX is highly liquid with the highest trading volume among
all credit derivatives, not all of the underlying single-name CDS contracts trade actively. We are free from this
liquidity concern, as our analysis relies on the CDX data, not on the single-name CDS data.
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because credit swaptions provide “front-end” protection.

To be concrete, suppose that out of N firms, N s firms survive by time t + T̄ . In this case,

the defaulted firms drop out and the credit index now represents the average of the remaining

N s firms, namely U I
t+T̄

= 1
Ns

∑
τ j>t+T̄ U

j

t+T̄
. Instead, the protection seller of the index pays the

protection buyer the loss amount associated with the defaulted firms (say LI
t+T̄

), and the index

notional value decreases by the fraction of the defaulted firms. We define the adjusted upfront fee,

which reflects not only the average upfront fee for the surviving firms but also the accumulated

loss in the index due to defaults:

Ũ I
t+T̄ =

1

N

 ∑
τ j>t+T̄

U j

t+T̄
+
∑

τ j≤t+T̄

1−Rj

 =
N s

N
U I
t+T̄ + LIt+T̄ .

Chen, Doshi, and Seo (2021) show that with front-end protection, credit index swaptions are

essentially call and put options written on this adjusted upfront fee:

V Call

U,t = EQ
t

[
e−rT̄ max

(
Ũ I
t+T̄ −K, 0

)]
,

V Put

U,t = EQ
t

[
e−rT̄ max

(
K − Ũ I

t+T̄ , 0
)]
. (12)

Please refer to Section 3 of Chen, Doshi, and Seo (2021) for further details and examples.

Equations (9) and (11) reveal that the equity and credit indices as well as their option prices

are functions of many state variables (A1
t , · · · , ANt , Vt). In our implementation, we consider a cross-

section of 500 firms (N = 500) following the SPX, which implies that we need to keep track of

501 state variables.10 This is computationally challenging. We reduce the computational burden

10We make an implicit assumption that the equity index and the credit index are both based on the same pool of
underlying firms j = 1, . . . , 500. This is not exactly the case in the data: the SPX consists of 500 firms and the CDX
consists of 125 firms. Despite the differences in the index compositions, Collin-Dufresne, Junge, and Trolle (2021)
find that this assumption is relatively innocuous; by comparing key index characteristics such as ratings, leverage,
and total/idiosyncratic asset volatility, they find that the differences in the index compositions are unlikely to drive
a wedge between the two indices in a structural model.
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by approximating the index by a pool of homogeneous ex-ante identical firms. This is common

practice used in the literature for parsimony (e.g., Collin-Dufresne, Goldstein, and Yang, 2012;

Seo and Wachter, 2018; Collin-Dufresne, Junge, and Trolle, 2021).

For this approximation, we hypothesize a firm that represents the average of the firms in the

index. We call this firm the representative firm and denote it with the superscript r (instead of

j). Like other firms, this firm’s asset dynamics follows equation (1). For each time of pricing

t, we approximate the equity index and the credit index using the homogeneity assumption that

Ajt = Art for all j ∈ [1, . . . , N ]:

EI(A1
t , · · · , ANt , Vt) ' EI(Art , · · · , Art , Vt) ≡ EI(Art , Vt),

U I(A1
t , · · · , ANt , Vt) ' U I(Art , · · · , Art , Vt) ≡ U I(Art , Vt),

SI(A1
t , · · · , ANt , Vt) ' SI(Art , · · · , Art , Vt) ≡ SI(Art , Vt),

which leaves us only two state variables Art and Vt.

Note that this approximation does not assume that firms are ex-post identical. To calculate the

option prices in equations (10) and (12), we simulate the risk-neutral asset dynamics of 500 firms

separately. While all of the firms are given the same initial value (Ajt = Art for all j), their simulated

asset values in the future can deviate from one another due to distinct idiosyncratic shocks (W j
ε,t,

Zj
t , and J jt ). For each simulation path, the index option payoffs at time t + T̄ are determined

by the 500 simulated asset values Aj
t+T̄

together with the systematic variance component Vt. We

repeat this 10,000 times and calculate the conditional expectations in equations (10) and (12) as

the averages across 10,000 simulation paths.
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3 Estimation

3.1 Data

Our estimation is based on the monthly time series of the following five variables: the CDX

spreads with 3-, 5-, 7-, and 10-year maturities and physical SPX volatility. We denote these five

observables as Yt =
{
SCDX

3,t , S
CDX
5,t , S

CDX
7,t , S

CDX
10,t , σ

SPX
t

}
for t = t1, . . . , tM . The data on the CDX are

from Markit. The physical volatilities of the SPX are estimated by fitting a NGARCH model with

a skewed student t-distribution to daily SPX returns. The daily time series of the SPX are from

the CRSP dataset. Our sample period begins in June 2004, from which the CDX data become

available, and ends in December 2019.

For an out-of-sample test, we also collect the pricing data on SPX options and CDX swaptions.

First, we download SPX option prices in our sample period from OptionMetrics. For a given

trading day, we convert SPX option prices into Black-Scholes-implied volatilities and construct

the volatility surface via polynomial interpolation. Then, we select the implied volatilities at

95%, 100%, and 105% moneyness values for 1-, 3-, and 6-month maturities. Second, we obtain

CDX swaption quotes from a major investment bank. CDX swaptions in our data are based on

the 5-year CDX and trade with 1-, 3-, and 6-month maturities. These options are quoted in

terms of Black-implied volatilities, and we choose the implied volatilities whose strike upfront fees

correspond to 95%, 100%, and 105% of the current CDX spread. The sample period for CDX

swaptions starts relatively late, from March 2012; these option contracts trade with meaningful

volumes and liquidity since 2012.

3.2 Maximum Likelihood Estimation

In our model, we have two latent processes: Art and Vt. We filter out the time series of the two

processes by assuming that the 5-year CDX spread SCDX
5,t and the physical SPX volatility σSPX

t are
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observed without errors (e.g., Duffee, 2002; Aı̈t-Sahalia and Kimmel, 2010):

SCDX

5,t = SI(Art , Vt; 5) and σSPX

t = σIE(Art , Vt), (13)

where σIE,t represents the instantaneous equity index volatility in our model, whose expression in

terms of Art and Vt is derived in Appendix A. Exploiting the relations in equation (13) allows us

to calculate the values of Art and Vt as functions of 5-year CDX spreads, SPX 500 volatilities, and

model parameters. In contrast, we assume that 3-, 7-, and 10-year CDX spreads are observed with

Gaussian errors:

For T = 3, 7, 10, SCDX

T,t = SI(Art , Vt;T ) + eT,t, where eT,t ∼ N(0, σ2
e). (14)

Before we run our estimation procedure, we first calibrate a few parameters whose values are

well established from prior empirical work. We set the bankruptcy cost α to 25%, corporate tax

rate ζ to 20%, and CDS/bond-specific recovery rate R to 51%. Considering our sample period,

we choose the risk-free rate to be 1% and the asset payout ratio to be 2%. We normalize so that

the amount of book debt is 25. Consquently, the coupon payment c is determined as r × 25 =

0.25. The default boundary AD is set to be 78% of the book debt, which is 19.50.11 Lastly, we

fix the idiosyncratic jump intensity λ at 1%, as simultaneously identifying the jump intensity and

the jump size distribution is often challenging. This is a sensible choice given the rare nature of

idiosyncratic jumps. We summarize our calibration results in Panel A of Table 1.

We denote the remaining parameters as Θ = {κ, θ, σ, ρ, ξD, ξV , z, γ, σe}. We estimate Θ via

maximum likelihood estimation. The log-likelihood function is given by

logL(Θ) =
M∑
m=2

logP
(
Ytm | Ytm−1 ; Θ

)
.

11This number is broadly consistent with the estimates in Davydenko (2012).

16

Electronic copy available at: https://ssrn.com/abstract=3885357



For notational convenience, we split Yt into two vectors: Y a
t =

{
SCDX

5,t , σ
SPX
t

}
denote the variables

that are accurately observable, and Y −at =
{
SCDX

3,t , S
CDX
7,t , S

CDX
10,t

}
denote the rest. By Bayes’ rule,

the transition probability of Yt can be expressed as

P
(
Ytm | Ytm−1 ; Θ

)
= P

(
Y a
tm | Y

a
tm−1

, Y −atm−1
; Θ
)
× P

(
Y −atm | Y

a
tm , Y

a
tm−1

, Y −atm−1
; Θ
)

= P
(
Y a
tm | Y

a
tm−1

; Θ
)
× P

(
Y −atm | Y

a
tm ; Θ

)
. (15)

We compute the two conditional probabilities in equation (15) individually. First, note that

observing Y a
t is equivalent to observing (Art , Vt) due to the relations in equation (13). Hence, the

first conditional probability P
(
Y a
tm | Y

a
tm−1

; Θ
)

is equal to the transition probability of (Art , Vt),

divided by the Jacobian determinant of the mapping (Art , Vt) 7→ Y a
t :

P
(
Y a
tm | Y

a
tm−1

, Y −atm−1
; Θ
)

=
1

|det(Jt+1)|
P
(
Artm , Vtm | A

r
tm−1

, Vtm−1 ; Θ
)
.

Here, we apply the Euler discretization scheme to equations (1) and (2) and approximate the

transition probability of (Art , Vt). Second, also note that conditional on Y a
t , observing Y −at is

equivalent to observing the measurement errors eT,t, as explicit in equation (14). This implies

that the second conditional probability P
(
Y −atm | Y a

tm ; Θ
)

is Gaussian:

P
(
Y −atm | Y

a
tm ; Θ

)
=

∏
T=3,7,10

1

σe
√

2π
e−

e2T,t
2σe .

Then, finally, we obtain our maximum likelihood estimates by searching for the set of model

parameters Θ that maximizes the log-likelihood function logL(Θ).
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4 Results

4.1 Parameter Estimates

Panel B of Table 1 presents our parameter estimates. The first three parameters concern the

dynamics of the systemic asset variance Vt. The long-run mean θ is estimated to be 0.0088. This

corresponds to an annual volatility of
√

0.0088 = 9.38%, which is quite reasonable; if the firm’s

market leverage is about 40-50%, this asset volatility is equivalent to a 15-20% equity volatility for

a portfolio of such firms, which is close to the data.12 We obtain 22% for the volatility parameter

σ. The estimated speed of mean reversion κ is 2.70, which indicates a monthly persistence of

e−2.70/12 = 0.80.

The next three parameters are associated with the two systematic Brownian motions W1,t and

W2,t. The correlation between the two Brownian motions ρ is estimated as -0.76. The estimated

market price of asset value risk ξV is equal to 1.32, generating a positive risk premium associated

with W1,t. In contrast, the market price of variance risk ξV is estimated to be a negative value

(-5.48). This is consistent with our intuition and discussion in Section 2.1. Since ρ is negative, ξV

should be negative to generate a positive asset risk premium associated with W2,t.

The last three parameters govern the dynamics of the firm’s idiosyncratic shocks. In our

estimation, we obtain 7% for the idiosyncratic volatility σε. Recall that the size distribution for

idiosyncratic jumps is normal. The mean (z) and standard deviation (γ) of this distribution are

estimated to be -0.40 and 0.0019, respectively. This implies that once idiosyncratic jumps occur,

the firm’s asset value drops about (1− e−0.4) = 33% on average. While this is a significant decline

in value, it does not constitute a jump to default, as in Collin-Dufresne, Goldstein, and Yang

(2012) and Collin-Dufresne, Junge, and Trolle (2021). In their models, idiosyncratic jumps result

12On average, the market leverage, calculated as the ratio of total liabilities (Compustat item LTQ) to market
equity plus total liabilities, is 41% across firms in the SPX and is 49% across firms that belong to both the SPX
and the CDX.
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in an asset value decline of about 86%. Conversely, they find that the intensity of idiosyncratic

jumps is relatively lower than ours.

Figure 1 presents the filtered time series of the two state variables Art and Vt. Recall that

we back out the values of Art and Vt by assuming that 5-year CDX spreads and physical SPX

volatilities are exactly observed without errors. As a result, the filtered state variables directly

reflect the time series patterns of the two observables. In fact, Figure 1 reveals that Art is mainly

responsible for capturing the (inverse) patterns of CDX spreads (Panel A) whereas Vt is mainly

responsible for capturing physical SPX volatilities (Panel B).

4.2 In-Sample Model Fit

We now examine the in-sample fit of our model. Table 2 compares the summary statistics of the

five observables in the data and in the model. Since the model is estimated to exactly match

5-year CDX spreads and physical SPX volatilities, our main objects of interest are 3-, 7-, and

10-year CDX spreads.

Panel A of Table 2 shows that the term structure of CDX spreads is, on average, upward sloping

in the data. The average spread rises from 56.41 bp to 108.49 bp when the maturity increases

from 3 years to 10 years. We can also observe that long-term CDX spreads are less volatile than

short-term CDX spreads: while the standard deviation is 43.62 bp for the 3-year maturity, it is

26.57 bp for the 10-year maturity. For all maturities, CDX spreads are relatively persistent, with

a first-order autocorrelation ranging from 0.90 to 0.95.

Our model captures these aspects of the data fairly well. As can be seen from Panel B in

Table 2, the means, standard deviations, and first-order autocorrelations from the model are quite

close to their data counterparts. For example, the average 3-year CDX spread is 53.49 in the

model, which is very close to the data value of 56.41. The average 10-year CDX spread is slightly

higher in the model than in the data (122.56 vs. 108.49), but the gap is not large relative to its
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level. Note that, like in the data, our model generates an upward sloping term structure of average

spreads and a downward sloping term structure of spread volatilities. The estimated time series

of CDX spreads remain persistent; their first-order autocorrelations are between 0.91 and 0.94.

To provide insight into the model’s ability to price CDX spreads, we consider three diagnostic

measures: the correlation between the data and model series, root mean squared error (RMSE),

and mean absolute percentage error (MAPE). We report them in Panel C of Table 2. First of

all, we confirm that the data and model series are highly correlated: the sample correlations

are 0.97, 0.96, and 0.87 for 3-, 7-, and 10-year CDX spreads, respectively. This suggests that

our model-implied CDX spreads closely track the patterns in the data throughout the sample

period. The RMSEs for 3-, 7-, and 10-year CDX spreads are calculated as 12.03, 16.64, and

22.52 bp, respectively. These correspond to percentage errors, or MAPEs, between 12% and 16%.

These are relatively small pricing errors, considering that we have a structural setup. Unlike a

reduced-form setup where price dynamics are exogenously specified to fit the data best, our setup

is relatively less flexible, as price dynamics are endogenously determined from the firm’s asset

dynamics. Nonetheless, the overall in-sample model fit is good.

In Figure 2, we visualize the model’s in-sample performance by overlaying the data time series

of each observable with its model counterpart. For the 5-year CDX spread (Panel B) and physical

SPX volatility (Panel E), the data series and the model series exactly coincide, except for a couple

of months at the peak of the 2008 financial crisis when the SPX volatility in the data was too

high for our model to match. Panels A, C, and D reveal that our model can account for not only

the level but also the time variation of other observables. Note that most pricing errors of our

model come from the financial crisis period; outside the 2008-2010 period, the model fit is rather

impressive.

While our model is capable of addressing CDX spreads (essentially credit spreads), this is

only meaningful if the model-implied physical dynamics are sensible. For example, if our model
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generates a large credit spread through a high physical default probability, our model falls into the

trap of the credit spread puzzle. This is why it is important to make sure that our model matches

not only the risk-neutral dynamics but also the physical dynamics and risk premia individually.

We confirm that our model is free from this concern. The average 10-year cumulative physical

default probability is around 1.71% in the model, which is similar to the historical 10-year default

rate for investment grade entities, according to Moody’s credit report (2.16% for 1983-2018 and

2.29% for 1998-2018). For further assurance, we find that the model produces a reasonable level

for the asset Sharpe ratio (26.13%).13

4.3 Out-of-Sample Model Fit: Equity Index Options

Now that we are equipped with a model that is able to explain pricing in credit and equity markets,

we are ready to tackle our main research question: can a structural credit risk model predict option

prices? Essentially, what we are interested in is the empirical validity of a compound option pricing

framework. This is an important issue because a successful compound option pricing model could

bridge the gap between the structural credit literature and the option literature. So far, the two

strands of literature have evolved separately, although they share common theoretical foundations.

In this section, we investigate our model’s ability to address the pricing of equity index options,

namely SPX options. It is worth emphasizing that our model is estimated to match the term

structure of CDX spreads and SPX volatility only; we do not use any information from SPX options

as input in our estimation procedure. In this sense, our focus is to test if our model performance

in the equity and credit markets extrapolates to the SPX options market (contemporaneously)

out-of-sample.

In Figure 3, we juxtapose the average Black-Scholes-implied volatilities of SPX options calcu-

13See Chen, Collin-Dufresne, and Goldstein (2009) for a discussion of asset level Sharpe ratios. They calibrate a
representative Baa firm to a ratio of 22%.
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lated from the data (blue bars) and from the model (red bars). We can draw two quick qualitative

conclusions from this figure. First, our model manages to match the general levels of average

implied volatilities in the data. Second, for each maturity, the model generates a negative volatil-

ity skew, well known stylized fact of the SPX options market. The model performance is quite

impressive, keeping in mind that options data are not used in the estimation.

For quantitative comparisons, Table 3 reports the summary statistics of implied volatilities

in the data (Panel A) and in the model (Panel B). We can observe that the model fit varies

depending on the moneyness and maturity. The model performs the best in explaining 6-month

options: the mean and volatility of the implied volatilities are almost exactly matched across the

three moneyness values. The model fit becomes slightly worse when we consider shorter-maturity

options. For 1-month and 3-month options, our model tends to underestimate the average implied

volatilities for out-of-the-money (OTM) puts (i.e., 95% moneyness) and overestimate those for in-

the-money (ITM) puts (i.e., 105% moneyness). As a result, the implied volatility smirks from the

model in Figure 3 are relatively shallow compared to those from the data. However, even for shorter

maturities, the model well captures the at-the-money (ATM) volatilities. The model-implied ATM

volatilities are 15.32% and 16.26% for the 1-month and 3-month maturities, respectively, which

are very close to their data counterparts (16.36% and 16.68%).

Panel C of Table 3 calculates the three diagnostic measures to quantify our model’s out-of-

sample performance. The correlations between the model and data series range from 0.83 to 0.89,

suggesting that the model-implied volatilities closely mimic the time series fluctuations in the

data. This is evident in Figure 4, where the ATM implied-volatilities from the model and the

data are plotted together. Clearly, our model explains both the level and time variation of implied

volatilities well. What our model misses is the persistence implied by the empirical time series.

Recall that we extract the systematic variance Vt that contributes to fitting the NGARCH SPX

volatility whose monthly persistence is only 0.64 (see Table 2). Our model-implied volatilities
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inherit this property: the first-order auto-correlations reported in Table 3 are lower for the model

(0.63-0.69) than for the data (0.83-0.90). In fact, Figure 4 shows that the data time series are

smoother with less high-frequency fluctuations compared to the model time series. Despite this

drawback, the out-of-sample pricing errors of our model are modest with decent overall RMSEs

and MAPEs, as reported in Panel C of Table 3.

One might suspect that our model has a good fit to SPX option-implied volatilities simply

because our model is estimated to match the physical SPX volatility. This is a legitimate concern.

An option-implied volatility reflects the risk-neutral SPX volatility, which is determined by both

the physical SPX volatility and the associated risk premium. It could be that even if the model is

unable to predict equity volatility risk premia, it still fits implied volatilities well because the model

is estimated on physical volatility and the premium component embedded in implied volatilities

is relatively small.

To investigate if the model fit for implied volatilities is mostly driven by its ability to match

physical volatility, we calculate the difference between the ATM implied volatility and the physical

SPX volatility as a proxy for the volatility risk premium associated with the SPX. Figure 5 plots

the time series of the resulting volatility risk premium measure both in the data and in the model.

We find that the model matches the level of the volatility risk premium fairly well across all three

maturities. Moreover, the correlations between the data and model series are 0.55, 0.73, and 0.80

for the 1-, 3-, and 6-month maturities. The model time series is clearly too flat for the 1-month

maturity. However, as the option maturity increases, the model time series becomes more volatile

and better captures the time series patterns of the data. Panel C shows that the time series of

the volatility risk premium in the model and in the data almost exactly coincide with each other

for the 6-month maturity. This set of results indicate a high degree of pricing consistency across

the SPX, CDX, and SPX options markets.
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4.4 Out-of-Sample Model Fit: Credit Index Swaptions

As another out-of-sample exercise, we test if our model can predict credit index swaptions, namely,

CDX swaptions. CDX swaptions are relatively new financial instruments that began to trade with

significant volumes in 2012. Accordingly, the literature has only recently started to pay more

attention to the information content of these instruments (e.g, Chen, Doshi, and Seo, 2021) and

their pricing consistency relative to other market instruments (e.g., Collin-Dufresne, Junge, and

Trolle, 2021). We provide a discussion concerning the latter in Section 5.2.

Before we examine CDX swaption prices, we first need to examine if our model accounts

for the physical CDX volatility. While the model is estimated in such a way that the physical

SPX volatility is exactly matched (i.e., σSPX
t = σIE,t), there is no restriction on the physical CDX

volatility. We estimate the time series of physical CDX volatilities from the data and the model.

The data and model volatilities for the CDX are calculated in exactly the same way as the ones

for the SPX. Specifically, we estimate the data volatilities σCDX
t by fitting the NGARCH model

to log changes in the 5-year CDX spread. The model counterparts are computed based on the

instantaneous credit index volatility σCDX
t in our model. We derive the mathematical expression

for σCDX
t in Appendix A.

Figure 6 plots the resulting time series of the estimated physical CDX volatilities. As shown

in the figure, the data and model volatilities for the CDX exhibit similar levels. The average

volatility over our sample period is 39.96% in the data and 43.83% in the model. Time series wise,

the fit is not perfect by any means. The data and model time series patterns do not seem to align

exactly, and the model series also tend to exaggerate the fluctuations in the data series. However,

we still observe that the two time series often peak and dip around the same months, generating

similar patterns overall. As a result, the correlation between the two time series is 0.55, which is

quite substantial.

We now turn to the out-of-sample fit of our model for CDX swaptions. In Figure 7, we compare
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the average Black-implied volatilities of CDX swaptions from the data and the model. While the

model implied volatilities are slightly larger than the data implied volatilities for all types of

options, the overall magnitudes are comparable. Importantly, the model is capable of producing a

positive volatility skew: for each option maturity, implied volatilities increase with the moneyness

in the model, just like in the data. Note that a left tail event in the equity market (low equity

return) is likely to be associated with a right tail event in the credit market (high credit spread).

Therefore, it is natural to observe a positive volatility skew from CDX swaptions when we observe

a negative volatility skew from SPX options. Our model produces results consistent with this

economic intuition.

Table 4 digs deeper into the model fit for CDX swaptions. Our model’s out-of-sample perfor-

mance is decent in general. However, our model’s predictions for CDX options do not seem to

be as accurate as the ones for SPX options. The pricing errors are largest for 1-month options:

the RMSEs are about 15-16% and the MAPEs are about 19-27%. For this maturity, the average

implied volatilities in the model are 4-5% higher than their data values, which is fairly good.

Where the model struggles the most is in the volatility dimension: for the 1-month maturity, the

standard deviations of the model implied volatilities are around 16-18%, which are much larger

than their data values of 6-7%. As the option maturity increases, the pricing errors decrease on

the whole, but even for the 6-month maturity, the model still overshoots the volatility of implied

volatilities.

To understand why the implied volatilities from the model are so high, Figure 8 compares

the time series of the ATM implied volatilities from the data and the model. It is clear from

the figure that most pricing errors actually originate from the six spikes that occurred in mid-

2015, early 2016, mid-2016, early 2018, late 2018, and early 2019. These spikes correspond to the

past stock market declines that accompanied sharp volatility spikes in the equity market. Our

model predicts that CDX-implied volatilities should rise to a very high level during such an event,
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reflecting the high equity market volatility. However, this was not the case in the data. Aside

from these extreme spikes, the model fit is quite good. The model closely tracks the data time

series, accurately capturing both the level and the volatility of implied volatilities.

Lastly, similar to Figure 5, we plot the difference between the ATM implied volatility and the

physical CDX volatility in Figure 9, which is a proxy for the volatility risk premium associated

with the CDX. It is not surprising that the fit is relatively poor, given that neither the model’s fit

to the ATM implied volatility (Figure 8) nor to the physical volatility (Figure 6) is highly accurate.

For the 1-month maturity, the time series correlation between the model and data is merely 0.07.

But for the 6-month maturity, this correlation substantially increases to 0.34. In Section 5.2, we

discuss the implications of these results for the pricing consistency across the different markets we

study.

5 Discussion

5.1 Credit-Based Option Prices

Several papers have noted the intuitive economic link between options and default protection. In

particular, the similarity of out-of-the money puts and default insurance has been discussed in

Carr and Wu (2011). Both securities provide insurance to similar states of the world. Cremers,

Driessen, and Maenhout (2008) and Collin-Dufresne, Goldstein, and Yang (2012) use data on

index options to extract information on jumps in order to better fit credit spreads. A number of

other papers have used option price information to explain credit spread data. Hence, credit data

and option data have previously been used to improve pricing in one or both of these markets.

What is novel in our approach is that we attempt to predict option price levels out-of-sample.

Given credit market conditions, we ask what the level of an index option price should be. A

handful of early option pricing studies attempted to estimate option prices by relying on historical
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equity volatility as an input.14 Results were disappointing and the literature began to focus on

fitting models to option and underlying simultaneously with a view to better understanding the

dynamics of the state variable(s), rather than predicting option price levels.15 The prediction

exercises in this literature are mostly focused on estimating the model using one set of time-series

data and examining the model performance in another time-series sample.

Our approach is different in that we don’t look at options data during the estimation. Instead,

we aim to examine whether the option prices are consistent with model dynamics estimated from

CDS spreads. This is similar in spirit to the early attempts to price options in the Black-Scholes

framework using historical volatility (Boyle and Ananthanarayanan, 1977; Butler and Schachter,

1986). This literature later highlighted the role of a variance risk premium to explain options prices.

The success of our model in explaining option prices (out-of-sample) is also due to variance risk

premium, but in our case it is the unlevered variance risk that matters. One way of interpreting

our results in predicting option prices out-of-sample is that a model derived from Merton (1974),

extended to accommodate an unlevered variance risk premium is able to accurately translate this

premium from credit market “spread” units to option market “volatility” units. In addition,

the time-variation in this risk premium extracted from credit markets closely predicts the time

variation in option-implied volatilities.

Although encouraging, our findings do point to a set of shortcomings of our model. The

model does better for SPX options relative to CDX swaptions. For SPX options, the model has

some shortcomings in capturing the average level out-of-the-money put option prices. For CDX

swaptions, the model does reasonably well in terms of the volatility level. However, the model has

some difficulty in the time-series dimension. The correlation between model and data volatility

is relatively low for these options. Our model is an application of the Heston (1993) model to

extend the Merton (1974) credit model, and is, as such, a fairly simple model. Many papers in the

14See Boyle and Ananthanarayanan (1977), Butler and Schachter (1986), and Bates (1996).

15See, for example, Bakshi, Cao, and Chen (1997) and Christoffersen and Jacobs (2004) among others.
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option pricing literature show that more than one variance factor is required to fit option prices.

In addition, the inclusion of a jump risk premium is also shown to help improve the fit of the

model. Perhaps, such extensions would improve the fit of our model for out-of-the-money puts for

the SPX and also help in the time-series dimension for CDX swaptions.

5.2 Are CDX and SPX options priced consistently?

Our model performs reasonably well in fitting the level of CDX swaption volatilities, with an

average overestimation of 3 to 6 percentage points depending on expiration, which corresponds

to 7 to 13% of the spread volatility. This stands in contrast with Collin-Dufresne, Junge, and

Trolle (2021) who find that their model underestimates CDX implied volatility levels by about 20

percentage points.

Our exercise differs from theirs in that we do not calibrate our model to SPX option prices.

Rather, we estimate our model without any option data, by fitting it to the term structure of CDX

spreads and physical SPX volatility. Our estimated model simultaneously generates fairly accurate

levels of both SPX and CDX implied volatilities, suggesting that these markets are consistent in

their pricing. In this section, we attempt to find a reason for the difference in performance between

our model and that of Collin-Dufresne, Junge, and Trolle (2021). To do so we examine the risk-

adjusted distributions of the two options’ underlying at a hypothetical option expiry date.

We compare four different model specifications. The first specification is our model evaluated

at our estimated parameters. In the second specification, we again use our model but shut down

the stochastic volatility part. The third version takes our model with stochastic asset variance

but forces the risk premium on variance risk to zero. Finally, the fourth model relies on the

Collin-Dufresne, Junge, and Trolle (2021) specification.

For the first model specification, we use the estimated parameters reported in Table 1. We

set the asset variance to its long run mean (θ) and find the initial asset value that matches the
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average 5-year CDX spread in the data (i.e., around 80 bp as reported in Table 2). For the second

model specification without stochastic variance, we shut down the stochastic variance dynamics

in equation (2). We set the constant variance equal to the long-run mean (θ) reported in Table 1.

Without adjustment, this specification generates a 5-year CDX index spread lower than the 80 bp

benchmark. For comparability, we change the parameters for the idiosyncratic jumps to achieve

that spread level.16 The third specification is our model with unpriced stochastic volatility. The

model is similarly adjusted to generate the same initial spread. The fourth model specification

based on Collin-Dufresne, Junge, and Trolle (2021) also does not incorporate stochastic variance.

For this specification, we use the average parameters reported in their paper. We adjust the debt

ratios, D1/A0 = 0.02126 and D2/A0 = 0.1429 to generate a model-implied spread of 80 basis

points.17 The interest rate in all models is set to 1%.

Using these model specifications, we generate the risk-neutral distribution of log equity returns

and log spread changes for a one month horizon. Panel A of Figure 10 shows the distribution for

the equity index. The stochastic variance model generates the largest volatility of around 18.4%.

Our model specifications with constant variance and unpriced stochastic variance generate similar

distributions. In comparison, the specification based on Collin-Dufresne, Junge, and Trolle (2021)

generates somewhat lower equity volatility around 13.1%.

Next, we examine the differences in spread volatility for each of these model specifications.

Panel B shows the distributions of log spread changes for a one month horizon. In this case, the

differences in the distributions are starker across all models. For example, the priced stochastic

variance model generates a spread volatility of around 57.09%, while the constant variance model

generates a much lower spread volatility of 10.5%. This is particularly noteworthy since both

16Specifically, we set the idiosyncratic jump intensity (λ) to 1.17%, idiosyncratic jump size standard deviation
(γ) to zero and idiosyncratic jump size mean (z) to -2. These parameters are in line with the parameters reported
in Collin-Dufresne, Junge, and Trolle (2021).

17For additional details about this model specification, see Collin-Dufresne, Junge, and Trolle (2021).
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of these specifications generate largely similar equity volatilities. The third model version with

unpriced stochastic asset risk is the third most dispersed distribution. The specification based on

Collin-Dufresne, Junge, and Trolle (2021) also generates much lower spread volatility (23.75%).

Table 5 provides a more quantitative view of this simulation exercise and reports on higher

moments of the 1-month-ahead credit index spread. Note first that the full model is similar to

the unpriced variance version in higher moments and differs only in a higher spread standard

deviation. The risk premium for variance risk, which is an affine function of the spot variance,

explains this higher standard deviation. The model with unpriced variance can then be compared

to the constant variance version of our model. A constant variance leads to a lower second

moment, less skewness and less kurtosis. In comparison, the Collin-Dufresne, Junge, and Trolle

(2021) model has about the same spread volatility as our unpriced variance model but more than

three times more skewness and six times more kurtosis.

A number of insights emerge from this exercise. The first is that different models can generate

similar distributions for one derivative and very different ones for another derivative on the same

underlying. Another is that (constant intensity) jumps tend to increase the third and fourth

moments but less so the volatility. Finally an affine variance risk premium specification contributes

to the standard deviation of spreads but not their higher moments. It is important to note that

although stochastic asset variance risk does not influence short term credit spreads much, it can

significantly influence prices of short term options on (longer term) credit spreads.

Overall, we find that spread volatility is driven by a number of mechanisms. The first is the

direct effect of having stochastic asset variance. The second is the negative correlation we identify

between asset variance and value together with financial leverage: when asset value is low and

leverage high, spread variance is high not merely because asset variance is high but also because of

the amplifying effect of leverage. Finally, a third compounding effect arises from our specification

of the asset variance risk premium as an affine function of variance. When asset value is low,
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variance and leverage high, so are both the asset variance risk premium and its leveraged influence

on credit spreads. It thus seems that an asset variance risk premium plays an important role in

generating realistic levels of spread standard deviations. The Collin-Dufresne, Junge, and Trolle

(2021) yields lower standard deviation likely due to its reliance on jumps with constant intensity,

which generate little time series variation in spreads in the absence of a jump arrival.

6 Conclusion

In this paper, we build an internally consistent model for the valuation of corporate securities,

credit derivatives, and more specifically (compound) options on both credit and equity instruments.

We find that such a model, consistent with the pricing of credit spreads and historical equity

volatility levels, is able to predict levels of implied volatility for equity and credit options well

out-of-sample. It does better in the time series for equity options than for credit spread options.

For equity options, the model does well in tracking the time series and level of the volatility

premium. Its performance in this respect for spread options is somewhat worse. The model is

able to generate broadly consistent skews and term structures.

Our results are interesting in light of recent work which concludes that credit spread options

are significantly overpriced and not easily reconcilable with equity option prices. Instead, our

model, although not without its weaknesses, suggests that prices across equity and credit index

option markets may well be consistent. Overall, we conclude that compound option models are

an overlooked but promising tool for valuing derivatives.

In terms of direct extensions of our framework, there are two avenues we believe could be

fruitful. One is to consider a multifactor setup for the asset variance (see Christoffersen, Heston,

and Jacobs, 2009). Another is extending the asset jump setup – it is quite possible that jumps

with time-varying default intensities (see, e.g., Duffee, 1999) would help the model do better in

jointly explaining the time series of SPX and CDX implied volatilities. Also, the model set out in
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this paper only considers a risk premium for diffusive asset variance risk. It would be interesting

to allow for a risk premium on systematic jumps (see, for example, Andersen, Fusari, and Todorov,

2015; Kelly, Lustig, and Van Nieuwerburgh, 2016) and measure their relative contribution to the

variance risk premium and ability to help jointly explain equity and credit option prices. We

conjecture that such an extension would help explain prices for deep out-of-the-money options.

Our paper also suggests a number of possible directions for future work. Our model falls

into the category of “structural” credit models as the dynamics of all but the underlying are

endogenously determined. One avenue for future work would be to relate asset value dynamics to

macroeconomic conditions in addition to firm fundamentals.

Another area where our model could be applied is in the literature on corporate bond returns.

Most work to date on corporate bond returns has been done in model-free regression settings. A

model such as the one proposed in this paper could be useful in predicting and explaining expected

returns by allowing information to be extracted from several markets simultaneously.
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Appendix

A Equity and Credit Index Volatility

Equation (9) implies that the equity index dynamics are governed by the following stochastic

differential equation:

dEI
t

EI
t

=
1

N

N∑
j=1

µjE,tdt+
1

N

√
Vt

(
ρdW2,t +

√
1− ρ2dW1,t

) N∑
j=1

Ajt

Ej
t

∂Ej
t

∂Ajt

+
σ

N

√
VtdW2,t

N∑
j=1

1

Ej
t

∂Ej
t

∂Vt
+

1

N

N∑
j=1

Ajt

Ej
t

∂Ej
t

∂Ajt
σjεdW

j
ε,t +

1

N

N∑
j=1

[
Ej(Ajt+ , Vt)

Ej(Ajt− , Vt)
− 1

]
dN j

t .

Therefore, it follows that the instantaneous equity index variance σIE,t can be expressed as the

sum of N variance terms and N(N − 1) covariance terms, divided by N2:
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and σi,jE,t, the instantaneous equity covariance between firm i and firm j, is
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Under our approximation assumption in Section 2.3, Ajt is identical to Art for all j. This greatly

simplifies the expression for σjE,t
2

in equation (A.1). As can be seen in the following equation, the
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equity index variance becomes a function of only two state variables Art and Vt:
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If N is large, the last two terms in equation (A.2), which originate from idiosyncratic shocks,

get closer to zero. In other words, both types of idiosyncratic shocks are washed out from the

equity index volatility when N goes to infinity. This suggests that the equity index variance is

well approximated by
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Note that even idiosyncratic jumps disappear when N is large. This is intuitive. Due to the

law of large numbers, the average of idiosyncratic jumps across all firms becomes deterministic.

Therefore, idiosyncratic jumps on average generate a deterministic effect on the first moment of

the equity index, leaving the second moment unaffected.

Exactly the same derivations apply to the credit index spread SIt :
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Hence, we obtain an analogous expression for the credit index variance:
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Figure 1: Filtered State Variables

05 06 07 08 09 10 11 12 13 14 15 16 17 18 19

32

41

50
Panel A: Asset Value

05 06 07 08 09 10 11 12 13 14 15 16 17 18 19

0

0.045

0.09
Panel B: Asset Variance

Notes: This figure presents the time series of the two filtered state variables of our model. Panel
A plots the filtered asset value Art . Panel B presents the filtered systematic asset variance Vt. The
sample period is from June 2004 to December 2019.
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Figure 2: Observables: Data vs. Model
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Notes: This figure plots the time series of the five observables in our estimation procedure: (i)
3-year CDX spread, (ii) 5-year CDX spread, (iii) 7-year CDX spread, (iv) 10-year CDX spread,
and (v) physical SPX volatility implied by the NGARCH model. The blue solid lines represent
the data, and the red dotted lines represent the model. The sample period is from June 2004 to
December 2019.
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Figure 3: Implied Volatility Smirks: Equity Index
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Notes: This figure compares the average Black-Scholes-implied volatilities of SPX options calcu-
lated from the data (blue bars) and the model (red bars). We consider three option maturities
(1, 3, and 6 months) and three moneyness values (95, 100, and 105%). The sample period is from
June 2004 to December 2019.
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Figure 4: Time Series of ATM Volatilities: Equity Index
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Notes: This figure plots the time series of the SPX ATM implied volatilities from the data and
the model. Panels A, B, and C show the results for the 1-, 3-, and 6-month option maturities.
The blue solid lines represent the data, and the red dotted lines represent the data. The sample
period is from June 2004 to December 2019.
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Figure 5: Volatility Risk Premium: Equity Index
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Notes: This figure plots the time series of the difference between the SPX ATM implied volatility
and the physical SPX volatility, which is a proxy for the volatility risk premium associated with
the SPX. Panels A, B, and C show the results for the 1-, 3-, 6-month option maturities. The blue
solid lines represent the data, and the red dotted lines represent the model. The sample period is
from June 2004 to December 2019.
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Figure 6: Credit Index Volatility
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Notes: This figure plots the time series of the physical CDX volatilities from the data and the
model. The blue solid line represents the data, and the red dotted line represents the model. We
estimate the data volatilities by fitting the NGARCH model to 5-year log CDX spreads. The
model counterparts are computed based on the instantaneous credit index volatility in our model,
equation A.3. The sample period is from March 2012 to December 2019.
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Figure 7: Implied Volatility Smirks: Credit Index
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Notes: This figure compares the average Black-implied volatilities of CDX swaptions calculated
from the data (blue bars) and the model (red bars). We consider three option maturities (1, 3,
and 6 months) and three moneyness values (95, 100, and 105%). The sample period is from March
2012 to December 2019.
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Figure 8: Time Series of ATM Volatilities: Credit Index
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Notes: This figure plots the time series of the CDX ATM implied volatilities from the data and the
model. Panels A, B, and C show the results for the 1-, 3-, 6-month option maturities. The blue
solid lines represent the data, and the red dotted lines represent the model. The sample period is
from March 2012 to December 2019.
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Figure 9: Volatility Risk Premium: Credit Index
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Notes: This figure plots the time series of the difference between the CDX ATM volatility and
the physical CDX volatility, which is a proxy for the volatility risk premium associated with the
CDX. Panels A, B, and C show the results for the 1-, 3-, 6-month option maturities. The blue
solid lines represent the data, and the red dotted lines represent the model. The sample period is
from March 2012 to December 2019.
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Figure 10: Distributions of the 1-Month-Ahead Equity and Credit Indices
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Notes: This figure plots the 1-month-ahead distributions of the equity and credit indices from
four different model specifications. Panel A shows the distributions of log returns for the SPX.
Panel B shows the distributions of log changes in the CDX spread. “Full Model” refers to our
benchmark model with priced stochastic variance. “No Priced Variance” refers to a special case
of our model without priced variance (ξV = 0). “Constant Variance” refers to a special case of
our model where we shut off the stochastic variance dynamics (Vt ≡ θ). “Collin-Dufresne et al.”
refers to the specification as in Collin-Dufresne, Junge, and Trolle (2021).
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Table 1: Model Parameters

Panel A: Calibrated Parameters

Distress costs (α) 25%

Corporate tax rate (ζ) 20%

Recovery rate (R) 51%

Risk-free interest rate (r) 1%

Asset payout rate (q) 2%

Coupon payment (c) 0.25

Default boundary (AD) 19.50

Idiosyncratic jump intensity (λ) 1%

Panel B: Estimated Parameters

Mean reversion speed (κ) 2.70

Volatility parameter for asset variance (σ) 0.22

Long run mean (θ × 100) 0.88

Correlation between asset value and variance shocks (ρ) -0.76

Market price of asset value risk (ξD) 1.32

Market price of variance risk (ξV ) -5.48

Idiosyncratic volatility (σε) 0.07

Idiosyncratic jump size mean (z) -0.40

Idiosyncratic jump size standard deviation (γ × 100) 0.19

Notes: This table reports the values of our model parameters. Panel A presents the parameters
that are calibrated. Panel B presents the parameters that are estimated via maximum likelihood
estimation.

49

Electronic copy available at: https://ssrn.com/abstract=3885357



Table 2: In-Sample Model Fit

Panel A: Data Panel B: Model Panel C: Model Fit

Mean Std. AR(1) Mean Std. AR(1) Corr. RMSE MAPE

CDX 3-Year 56.41 43.62 0.95 53.49 38.82 0.91 0.97 12.03 15.91

CDX 5-Year 80.37 36.50 0.93 80.41 36.54 0.93 – – –

CDX 7-Year 95.25 30.26 0.91 106.32 37.84 0.94 0.96 16.64 12.40

CDX 10-Year 108.49 26.57 0.90 122.56 34.88 0.94 0.87 22.52 15.20

S&P 500 Vol 14.93 9.56 0.64 14.85 9.11 0.63 – – –

Notes: This table reports the in-sample fit of our model. There are five observables in our
estimation procedure: (i) 3-year CDX spread, (ii) 5-year CDX spread, (iii) 7-year CDX spread,
(iv) 10-year CDX spread, and (v) physical SPX volatility implied by the NGARCH model. Panel
A reports the mean, standard deviation, and first-order autocorrelation of each variable in the
data. Panel B reports the same summary statistics of each variable estimated from the model.
Panel C reports three diagnostic measures concerning model fit: the correlation between the data
and model series, root mean squared error (RMSE), and mean absolute percentage error (MAPE).
The sample period is from June 2004 to December 2019.
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Table 3: Out-of-Sample Model Fit: Equity Index Options

Panel A: Data Panel B: Model Panel C: Model Fit

K Mean Std. AR(1) Mean Std. AR(1) Corr. RMSE MAPE

1-Month Maturity

95% 21.13 7.47 0.83 18.09 7.65 0.65 0.88 4.83 16.79

100% 16.36 7.75 0.84 15.32 8.26 0.64 0.89 3.97 16.62

105% 11.69 8.14 0.83 12.81 8.58 0.63 0.88 4.26 39.14

3-Month Maturity

95% 19.51 6.75 0.88 18.42 7.13 0.67 0.86 3.80 11.90

100% 16.68 7.02 0.88 16.26 7.36 0.66 0.86 3.80 13.98

105% 13.94 7.35 0.88 14.20 7.53 0.65 0.86 3.99 19.92

6-Month Maturity

95% 19.49 6.17 0.90 19.47 5.99 0.69 0.83 3.51 11.37

100% 17.85 6.39 0.90 17.72 6.09 0.68 0.83 3.59 12.61

105% 16.31 6.70 0.90 16.04 6.19 0.68 0.83 3.77 15.05

Notes: This table reports the out-of-sample fit of our model for SPX options. Panel A reports
the mean, standard deviation, and first-order autocorrelation of each option with a fixed maturity
and moneyness. Panel B reports the same summary statistics of each option estimated from the
model. Panel C reports three diagnostic measures concerning model fit: the correlation between
the data and model series, root mean squared error (RMSE), and mean absolute percentage error
(MAPE). The sample period is from June 2004 to December 2019.
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Table 4: Out-of-Sample Model Fit: Credit Index Options

Panel A: Data Panel B: Model Panel C: Model Fit

K Mean Std. AR(1) Mean Std. AR(1) Corr. RMSE MAPE

1-Month Maturity

95% 39.98 6.63 0.38 44.72 18.32 0.43 0.53 16.46 26.93

100% 42.18 6.55 0.39 48.10 16.64 0.44 0.53 15.38 22.41

105% 45.39 6.43 0.38 51.20 15.75 0.45 0.55 14.51 19.40

3-Month Maturity

95% 43.78 5.55 0.50 46.97 12.37 0.40 0.47 11.32 15.90

100% 45.39 5.43 0.49 49.35 11.95 0.40 0.50 11.07 15.01

105% 47.33 5.35 0.48 51.54 11.54 0.41 0.51 10.74 14.05

6-Month Maturity

95% 47.11 4.79 0.58 49.57 8.46 0.39 0.37 8.34 12.01

100% 48.20 4.79 0.58 51.51 8.28 0.39 0.40 8.37 11.75

105% 49.36 4.73 0.57 53.22 8.12 0.39 0.42 8.40 11.62

Notes: This table reports the out-of-sample fit of our model for CDX swaptions. Panel A reports
the mean, standard deviation, and first-order autocorrelation of each option with a fixed maturity
and moneyness. Panel B reports the same summary statistics of each option estimated from the
model. Panel C reports three diagnostic measures concerning model fit: the correlation between
the data and model series, root mean squared error (RMSE), and mean absolute percentage error
(MAPE). The sample period is from March 2012 to December 2019.
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Table 5: Moments of the 1-Month-Ahead Credit Index Spread

Mean Median Std. Skew. Kurt.

Full Model 82.95 80.17 14.33 1.22 5.82

No Priced Variance 81.31 79.84 6.60 1.23 5.52

Constant Variance 81.01 80.77 2.50 0.61 3.68

Collin-Dufresne et al. 80.82 79.66 7.94 4.39 36.89

Notes: This table reports the mean, median, standard deviation, skewness, and kurtosis of the
1-month-ahead credit index spread from four different model specifications. “Full Model” refers
to our benchmark model with priced stochastic variance. “No Priced Variance” refers to a special
case of our model without priced variance (ξV = 0). “Constant Variance” refers to a special case
of our model where we shut off the stochastic variance dynamics (Vt ≡ θ). “Collin-Dufresne et
al.” refers to the specification as in Collin-Dufresne, Junge, and Trolle (2021).
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